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Abstract
The quality of data sources is one of the biggest concerns regarding (big) data analytics. For example,
humans can deliberately lie or behave strategically when reporting their beliefs/opinions in surveys and
opinion polls, which results in data sets of low reliability. The issue of honest reporting of subjective data
can, in theory, be tackled by incentive-compatible methods such as proper scoring rules. We report a study
conducted on the crowdsourcing platform Amazon Mechanical Turk that investigates the efficacy of proper
scoring rules in inducing workers to honestly report forecasts. Our novel experimental design is able to
detect several strategies employed by crowd workers other than truth-telling. Our experimental results,
hence, cast a shadow on the usefulness of incentive-compatible methods, such as proper scoring rules, as a
way of inducing honest reporting of subjective data and, thus, to ensure data quality.
Keywords
Data veracity, proper scoring rules, crowdsourcing, risk attitudes.

Introduction
Recent years have witnessed the emergence of a new force in society and business, namely big data. Data
veracity, one of the most important aspects of big data, refers to the correctness and trustworthiness of the
data and data sources. Data veracity is particularly important when data are collected from humans via,
e.g., surveys and opinion polls. For example, consider the task of predicting the outcome of a future election.
A common approach to gather relevant data is to simply ask potential voters to report their voting intention.
During this process, a potential voter might, say, be ashamed of publicly supporting his/her candidate,
which might lead the voter to lie about his/her voting intention. This creates a problem when statistical
models are trained to predict the outcome of the election by using the reported voting intention since the
data are just wrong. This illustrative scenario relates to the famous slang “garbage in, garbage out”,
meaning that regardless of how powerful a statistical technique is, its output will be incorrect if the input is
invalid. There are many reasons why humans might not truthfully disclose their opinions/beliefs, ranging
from social-desirability bias (Fisher, 1993) to (anti-)herding behavior (Nakazono, 2013).
Throughout the years, several techniques have been suggested to induce honest reporting of opinions and
beliefs. In economics terms, these techniques are called incentive compatible because it is in the best
interest of a reporting agent to do so truthfully. This means that the use of incentive-compatible techniques
can, at least in theory, alleviate data-veracity issues when one needs to collect subjective data from humans.
There are many different incentive-compatible techniques that induce honest reporting of different private
information. For example, an incentive-compatible technique that is well-known to the information
systems community is the second-price auction, also known as Vickrey auction, where bidders maximize
their expected utility by bidding their true valuation of the item for sale (e.g., see the work by Bapna, Chang,
Goes, and Gupta, 2009).
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Another prominent incentive-compatible technique is called proper scoring rules (PSR). A PSR is a wellcrafted payment scheme that induces an agent to report his/her belief honestly, in a sense that the agent
maximizes his/her expected reward from a PSR by being truthful (Winkler, 1969). Proper scoring rules can
be used to elicit point values (Savage, 1971), interval forecasts (Gneiting and Raftery, 2007), continuous and
discrete probability distributions (Carvalho, 2016). We focus on the latter case in this paper. Proper scoring
rules have been used as part of many information and decision support systems such as prediction markets
(Hanson 2003; Hanson 2007; Carvalho 2017), fair-division schemes (Carvalho and Larson, 2012), and
smart grids (Rose, Rogers, and Gerding, 2012; Mhanna, Verbič, and Chapman, 2016).
Formally, we consider settings where a requester wants to obtain forecasts (also referred to as beliefs or
predictions) over a set of outcomes (θ1, θ2, …, θn). The requester invites several agents to report their
forecasts. Each agent has a potentially distinct true belief, represented by p = (p1, p2, …, pn), and reports a
forecast q = (q1, q2, …, qn). Each value qk, for k ∈ {1, …, n} and 0 ≤ qk ≤ 1, is a probability value representing
the prediction reported by an agent regarding the occurrence of outcome θ k. Truthful (honest) reporting
then happens when q = p.
Proper scoring rules are payment functions R(q, θx) that reward the reported forecast q upon observing an
outcome θx, for x ∈ {1, …, n}. The expected payment from a PSR is maximum when q = p. Formally, the
expected score received by an agent who has the true belief p given a proper scoring rule R is equal to
Ep[R(q, .)] = p1 * R(q, θ1) + p2 * R(q, θ2) + … + pn * R(q, θn). The fact that a scoring rule is proper means that
argmaxq Ep[R(q, .)] = p. In words, an agent maximizes his/her expected payment by being honest.
To illustrate the above setting, consider a scenario where a requester wants to predict the outcome of a
presidential election having two candidates (n = 2), represented as outcomes θ 1 and θ2. The requester then
elicits predictions from agents, e.g., crowd workers working on the crowdsourcing platform Amazon
Mechanical Turk. The requester promises to pay workers according to the quadratic scoring rule (QSR),
which is a PSR (Brier, 1950): R(q, θx) = 2 * qx - q12 - q22. Suppose a crowd worker has the true belief
p = (0.66, 0.34), meaning that he/she believes that the probability that the first candidate will win the
election is about twice the probability that the second candidate will win the election. If that agent reports,
say, q = (0.8, 0.2), then the agent’s payment if θ1 happens (i.e., the first candidate wins the election) is
R(q, θ1) = 2 * 0.8 – 0.82 – 0.22 = 0.92. Alternatively, if θ2 happens (i.e., the second candidate wins the
election), the agent’s payment is R(q, θ2) = 2 * 0.2 – 0.82 – 0.22 = -0.28, i.e., the agent pays the requester.
To show that QSR is indeed a proper scoring rule, consider a reporting agent’s expected score: E p[R(q, .)]
= p1 * (2 * q1 - q12 - q22) + p2 * (2 * q2 - q12 - q22). One can find the value of q1 that maximizes the expected score
by differentiating the above equation with respect to q 1 and equating the result to zero, which implies that
2 * p1 - 2 * q1 * p1 - 2 * q1 * p2 = 0. Since p1 + p2 = 1, the last equation implies that q1 = p1. As a consequence, the
agent in the above election example must report q = p = (0.66, 0.34) to maximize his/her expected score.
The underlying assumption behind the use of PSRs is that agents behave so as to maximize their expected
rewards. In economics terms, this means that agents are risk neutral. If agents are not risk neutral, then
the statement that proper scoring rules can induce honest reporting of beliefs is no longer valid. As a
consequence, PSRs should not be relied upon to ensure the veracity of the collected data. In this paper, we
develop an experimental design that is able to determine when agents are not being truthful when reporting
beliefs under proper scoring rules. Consequently, our experimental design is able to determine when agents
are not risk neutral as well. We employ our experimental design to answer the following research questions:
1) Do human agents truthfully report their beliefs under proper scoring rules?
2) For those agents who are not reporting honestly, which reporting strategies do they employ when
reporting their beliefs?
Since the crowdsourcing of forecasts is currently a popular topic (Tetlock and Gardner, 2016), we run our
experiments on the famous crowdsourcing platform Amazon Mechanical Turk. The results from our
experiments demonstrate that agents employ several strategies other than truth-telling when reporting
their beliefs under proper scoring rules. This negative result casts doubt on the effectiveness of incentivecompatible techniques in inducing honest reporting and, thus, in being able to ensure data veracity.
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Figure 1. Example of the Graphical Interface Used in the Experiments.

Experimental Design
The premise of Tetlock and Gardner’s (2016) super forecasters is that seemingly random individuals can
produce more reliable forecasts than experts. In other words, predictions can be effectively crowdsourced.
This fact, together with the fact that risk neutrality is theoretically true when stakes are low (Arrow, 1971),
led us to run experiments on Amazon Mechanical Turk (AMT). AMT is a crowdsourcing platform that has
consistently attracted thousands of workers willing to complete hundreds of tasks for relatively low pay
(Ipeirotis, 2010). AMT has gained some popularity among information-systems researchers as an effective
way of collecting data (Jia, Steelman, and Reich, 2017). The low payments often received by the crowd
workers are likely to induce risk-neutral behavior, a requirement for deploying proper scoring rules to
incentivize honest behavior. Most tasks posted on AMT, traditionally called Human Intelligence Tasks
(HIT), are tasks that are relatively easy for humans to deal with, but nonetheless challenging to be
completed by computers. Examples of HITs include content analysis, filtering adult content, audio
transcription, extracting data from images, among others.
In our experiments, we employed a novel experimental design to determine whether crowd workers
(agents) report forecasts honestly under proper scoring rules. Specifically, we asked each agent to predict
the same event twice. For each obtained prediction, we payed the agent according to a different proper
scoring rule. It is relatively easy to prove that if agents are risk neutral, then they should report the same
prediction twice in our experiments, no matter the underlying PSRs. Moreover, the reported predictions
should match agents’ true beliefs. This design hence allows us to determine whether agents are lying, i.e.,
whenever an agent reports different predictions under different proper scoring rules, then that agent is not
risk neutral and, furthermore, the agent is not behaving honestly. To the best of our knowledge, our work
is the first to suggest an experimental design capable of empirically determining whether PSRs are indeed
able to induce honest reporting.
Employing the above experimental design, we created 85 HITs on Amazon Mechanical Turk, each one
asking the agents to predict the outcome of an NBA playoff game twice. These HITs were completed 2911
times, thus resulting in 5822 predictions made by 582 residents from the United States of America, who
were all older than 18 years old. Some agents participated in more than one HIT. The average number of
agents per HIT was 34.24, the minimum and maximum values being, respectively, 22 and 43. We note that
these numbers are well above the ideal number of crowd workers per HIT, as suggested by Carvalho,
Dimitrov, and Larson (2014, 2016).
Each HIT was posted on AMT one week before the underlying game. The graphical interface of the HIT (see
Figure 1) allowed workers to see the names of the teams playing the game, the date of the game, and the
expected rewards based on the chosen forecast and underlying proper scoring rule. Following the
suggestions by Andersen, Fountain, Harrison, and Rutström (2014), we used sliders for the agents to choose
the desired probability associated with each outcome. When moving the sliders, the interface
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Figure 2. Probability Value Associated with the Observed Outcome against PSR Payment.
simultaneously displayed the payoffs associated with each outcome. Among other benefits, the above
approach ensured that axioms of probability theory, such as additivity, were not violated. The displayed
payoffs were based on results from proper scoring rules. We randomized the order of the PSRs to avoid any
confounding effects that could have occurred. One of the proper scoring rules we used in our experiments
was a variation of the previously discussed quadradic scoring rule: R(q, θx) = 5 * (2 * qx - q12 - q22) + 5. The
range of this PSR is [0, 10], and the resulting score an agent received was translated into U. S. dollar cents.
After reporting the first prediction, each agent was asked to report another forecast regarding the same
event, but this time a second proper scoring rule was used to reward the agent. Besides the quadratic scoring
rule, we also used the logarithmic scoring rule in our experiments: R(q, θx) = log(qx) + 10. The range of this
PSR is [-∞, 10]. To remove the negative values from this range, we restricted the minimum probability value
that an agent could report to 0.0000453, so that min R(q, θx) = log(0.0000453) + 10 ≈ 0. Consequently,
the score range associated with this PSR became [0, 10]. In our analysis, we round the value 0.0000453 to
0. Once again, the resulting scores were translated into U. S. dollar cents. In total, each agent received 10
cents per HIT (participation payment), plus extra payments based on scores from the two PSRs. These extra
payments were calculated and paid only after observing the true outcome, i.e., the result of the underlying
NBA game. Hence, in total, the maximum payment per HIT was 10 + 10 + 10 = 30 cents.
It is valuable to try to understand why and how agents could potentially misreport in our setting. To do so,
consider how different proper scoring rules assign different rewards to different predictions (see Figure 2).
An agent who reports equal probabilities in this task, i.e., q = (0.5, 0.5), receives 7.5 cents from the quadratic
scoring rule, no matter the observed outcome. By reporting the same forecast under the logarithmic scoring
rule, that agent receives 9.7 cents, no matter the observed outcome, which is very close to the maximum
reward of 10 cents. Now, suppose that an agent reports the forecast q = (0.25, 0.75). If the first outcome
occurs, the agent then receives 4.4 cents under the quadratic scoring rule and 8.6 cents under the
logarithmic scoring rule. If, instead, the second outcome occurs, then the agent makes 9.4 cents under the
quadratic scoring rule and 9.71 cents under the logarithmic scoring rule. Note how risky it is for an agent to
move away from the safe (0.5, 0.5)-forecast under the quadratic scoring rule. Specifically, the benefit of
making a more accurate prediction (extra 1.9 cents) might not necessary outweigh the potential loss
resulting from making a less accurate prediction (loss of 3.1 cents). This implies that, for example, the
quadratic scoring rule might induce agents to report “safer” probabilities (closer to 0.5) than the logarithmic
scoring rule. In other words, different proper scoring rules might induce agents to report different forecasts,
thus not necessarily incentivizing honest reporting. We investigate different reporting behavior in the
following section.
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Experimental Results
The first research question we investigate in this section is: do human agents truthfully report their beliefs
under proper scoring rules? Given our experimental design, we reformulate that question as: are the
forecasts reported under different proper scoring rules statistically the same? If the answer is no, then
agents are not behaving honestly since they reported different forecasts under different proper scoring
rules. To answer that research question, consider first the following notation, which is used in the rest of
the paper. Let (qsr, 1 - qsr) be an agent’s reported forecast under the quadratic scoring rule, where qsr is
the probability value associated with the first outcome. Moreover, let (lg, 1 - lg) be an agent’s reported
forecast under the logarithmic scoring rule, where lg is the probability value associated with the first
outcome. If an agent behaves honestly, then qsr = lg. Since we collected forecasts from many crowd workers,
we can statistically analyze whether the above equality is true via a statistical test, namely the Wilcoxon
signed-rank test. Our null and alternative hypothesis are:
H0: qsr = lg
H1: qsr ≠ lg
The result from our test indicates that we have enough statistical evidence to reject the null hypothesis (pvalue ≈ 0). In other words, one cannot state that agents are reporting the same probabilities under different
proper scoring rules. This naturally leads to a follow-up question: how do different proper scoring rules
influence agents’ reporting behavior? To answer this question, we analyze how different proper scoring
rules incentivize safe/extreme reporting. By safe (respectively, extreme) reporting we mean that agents
report probabilities close to 0.5 (respectively, 0 and 1). After the discussion in the previous section, we
hypothesize that the quadratic scoring rule induces safer reporting than the logarithmic scoring rule. We
can test this hypothesis by performing another Wilcoxon signed-rank test, this time testing how close the
reported probabilities are to the value 0.5. Our null and alternative hypothesis are:
H0: |qsr – 0.5| = |lg – 0.5|
H0: |qsr – 0.5| < |lg – 0.5|
The result from our test indicates that we have enough statistical evidence to reject the null hypothesis
(mean of differences = -0.008188722, p-value = 1.655e-05). This shows that the quadratic scoring rule does
indeed incentivize safer reports (i.e., closer to the probability value of 0.5) in comparison to the logarithmic
scoring rule. In other words, different proper scoring rules induce different reporting behavior, which goes
against the premise that all PSRs induce honest reporting of beliefs. A clear consequence of this fact is that
agents do not seem to be trying to maximize their expected rewards because, otherwise, they would report
honestly. This violates a clear assumption behind proper scoring rules, namely that agents are risk neutral.
Since not all agents did report honestly, the next research question we address is: which strategies did
agents employ when reporting their beliefs? In the following subsection, we discuss some reporting
strategies we are able to identify based on our experimental design.

Reporting Strategy #1: Coherent Reporting
The first strategy we are able to detect in our data is what we call coherent reporting, where agents report
either the same or very similar forecasts under different proper scoring rules. Recall that the agents in our
experiments completed the posted HITs 2911 times, thus resulting in 2911 * 2 = 5822 forecasts. In 697 HITs
(≈24% of the time), the reported forecasts were exactly the same under the quadratic and logarithmic
scoring rules. To be more precise, two (1, 0)-forecast were reported 105 times, two (0, 1)-forecast were
reported 270 times, and two (0.5, 0.5)-forecast were reported 230 times. Besides the previously mentioned
forecasts, there were 92 other pairs of equal forecasts that did not contain the probability values 0, 0.5, or
1 (see Table 1).
Another group of agents reported forecasts close to each other under different proper scoring rules, albeit
not exactly the same. In order to determine the meaning of closeness, the average of the absolute difference
between qsr and lg across the 2911 completed HITs, which resulted in the value 0.17, was taken as a
threshold. We then say that a pair of forecasts are close to each other when |qsr – lg| < 0.17. Moreover, our
closeness definition only considers pairs of forecasts that have that same direction with respect to 0.5, i.e.,
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Quadratic Scoring Rule

Logarithmic Scoring Rule

Number of Predictions

(1, 0)

(1, 0)

105

(0, 1)

(0, 1)

270

(0.5, 0.5)

(0.5, 0.5)

230

(X, 1 - X)

(X, 1 - X)

92

(Y, 1 - Y)

(Z, 1 - Z)

1348

Note: X ∉ {0, 0.5, 1}. Y and Z are either simultaneously greater than 0.5 or less than 0.5 and |Y – Z| < 0.17
Table 1. Reported Forecasts under the Coherent Strategy
both qsr and lg must either simultaneously be greater than 0.5 or less than 0.5. For example, if an agent
reported the forecast (0.8, 0.2) under the quadratic scoring rule (thus, qsr = 0.8) and (0.65, 0.35) under
the logarithmic scoring rule (thus, lg = 0.65), then this pair of forecasts would be considered close to each
other since both qsr and lg are greater than 0.5 and the absolute difference between them is less than 0.17.
However, the forecasts (0.6, 0.4) and (0.45, 0.55) are not considered part of the coherent-reporting strategy
because, although |0.6 – 0.45| = 0.15 < 0.17, qsr and lg are not simultaneously greater than or less than
0.5. This report instead belongs to the hedging strategy, which we discuss in the following subsection. In
total, 1348 pairs of forecasts (≈46% of the total reports) were considered close to each other. Looking at
Table 1, it is interesting to note that the vast majority of the reports (2045 out of 2911) are coherent. We
conjecture a few reasons for agents to follow the coherent strategy:
1) Agents can be really sure about the outcome of the underlying event (game). Therefore, they report
the same extreme forecast under different proper scoring rules;
2) Agents do not have enough expertise to make an informed prediction, thus resorting to report the
uninformed forecast (0.5, 0.5) twice;
3) Agents are simply honest in reporting their beliefs and/or they are risk neutral, which implies that
they report the same forecast under different proper scoring rules.
The fact that agents do not report precisely the same probability values under different proper scoring rules
and, instead, report values that are relatively close to each other, can be due to a couple of reasons. First,
this behavior might have been caused by the graphical interface, where agents might have had trouble
moving the slider to the same position twice. Second, this behavior might be due to the cognitive load that
the task imposes on agents, namely to pick a precise real value between 0 and 1 twice.

Reporting Strategy #2: Hedging
The second strategy we are able to detect in our data is what we call the hedging strategy. The main idea
behind the hedging strategy is that agents report the probabilities qsr and lg in opposite directions with
respect to the 0.5 probability value. For example, consider the pair of forecasts (0, 1) and (1, 0) reported
under, respectively, the quadratic and the logarithmic scoring rules. Thus, qsr = 0 and lg = 1. As a
consequence, one forecast is always wrong (i.e., has zero predictive power), whereas the other forecast is
always accurate. This implies that the reporting agent always makes money no matter which outcome
occurs, e.g., no matter which team wins an NBA game. Hence, to a certain degree, this strategy is risk free.
We note that the issue of hedging when agents report beliefs under proper scoring rules was studied before
(Armantier and Treich, 2013; Blanco, Engelmann, Koch, and Normann, 2010; Costa-Gomes and
Weizsäcker, 2008; Palfrey and Wang, 2009). However, these studies considered cases where agents
reported probabilities under a PSR while simultaneously making a choice whose payoff depended on the
underlying event. Our experimental design differs in that it considers agents reporting two predictions
under different proper scoring rules but related to the same event. Given these circumstances, we find that
the pair of forecasts (0, 1) and (1, 0) was reported 50 times, the pair of forecasts (1, 0) and (0, 1) was reported
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Quadratic Scoring Rule

Logarithmic Scoring Rule

Number of Predictions

(0, 1)

(1, 0)

50

(1, 0)

(0, 1)

38

(V, 1 – V)

(W, 1 – W)

187

(W, 1 - W)

(V, 1 - V)

180

Note: 0 < V < 0.5 and 1 > W > 0.5
Table 2. Reported Forecasts under the Hedging Strategy.
38 times, the pair of forecasts (V, 1 – V) and (W, 1 – W), for 0 < V < 0.5 and 1 > W > 0.5, was reported 187
times, and finally the pair of forecasts (W, 1 – W) and (V, 1 – V) was reported 180 times (see Table 2). In
total, 455 reports followed the hedging strategy (≈15.6% of the total number of reports). We conjecture a
few reasons for agents to follow the hedging strategy:
1) Some agents might not have informative beliefs regarding the underlying event and, thus, they
strategize by following the hedging strategy in order to receive some positive payment;
2) Agents might actually have informative beliefs, but they are too afraid to truthfully report them and
risk losing money. These agents, therefore, pick a safer report where some reward is guaranteed,
hence displaying risk-averse behavior.
The hedging strategy shows that not all agents are risk neutral and/or behave honestly. Instead, we have
some evidence that agents are risk averse when reporting beliefs under a PSR. Another interesting aspect
of the above results is that some hedging strategies are not dominant, in a sense that other strategies ensure
higher payoffs. For example, by reporting the (0.5, 0.5)-forecast twice, an agent always receives the
combined reward of 17.2 cents, which is very close to the maximum amount of 20 cents. On the other hand,
by reporting the forecasts (1, 0) and (0, 1) in any order, an agent always receives the combined reward of 10
cents. Thus, this latter hedging strategy is dominated by another strategy. This makes one question whether
human agents, such as crowd workers, understand the inner workings of proper scoring rules and,
consequently, whether PSRs can actually induce honest reporting.

Other Strategies
Besides the coherent and hedging strategies, we are able to find several patterns in the data that do not
necessarily follow an expected reporting behavior, as we show in Table 3. For example, a total of 51 agents
reported the (0.5, 0.5)-forecast under the quadratic scoring rule followed by either the (0, 1)-forecast or the
(1, 0)-forecast under the logarithmic scoring rule. The reciprocal reporting behavior was also present,
namely 34 agents reported either the forecast (0, 1) or (1, 0) under the quadratic scoring rule followed by
the (0.5, 0.5)-forecast under the logarithmic scoring rule. We also find 97 cases of agents reporting the (0.5,
0.5)-forecast once preceded/followed by another forecast without the probability values 0 and 1 in it.
The above-described reporting behavior seems rather complex to understand. First, agents are not always
risk-seeking because, although they prefer a gamble over a sure reward under one proper scoring rule, they
also prefer a sure reward by reporting the (0.5, 0.5)-forecast under another proper scoring rule, thus also
displaying risk-averse behavior. While agents’ risk attitudes do not seem to be consistent, it is clear that
these agents are not truthfully reporting their forecasts since the reported predictions are not equal to each
other under different proper scoring rules. We hypothesize a couple of reasons for the agents to display this
behavior:
1) Agents are willing to take some risk by reporting a forecast different than (0.5, 0.5) under one
proper scoring rule, but they also want to receive some sure reward by reporting (0.5, 0.5) under
another proper scoring rule;
2) It is plausible that agents simply do not understand the underlying task (HIT) and, consequently,
report seemingly random forecasts.
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Quadratic Scoring Rule

Logarithmic Scoring Rule

Number of Predictions

(0.5, 0.5)

(0, 1)

32

(0.5, 0.5)

(1, 0)

19

(0, 1)

(0.5, 0.5)

20

(1, 0)

(0.5, 0.5)

14

(0.5, 0.5)

(X, 1 – X)

39

(X, 1 – X)

(0.5, 0.5)

58

(Y, 1 - Y)

(Z, 1 - Z)

149

(Z, 1 - Z)

(Y, 1 - Y)

80

Note: X ∉ {0, 1}. Y and Z are either simultaneously greater than 0.5 or less than 0.5 and |Y – Z| ≥ 0.17
Table 3. Reported Forecasts under Unexpected Strategies.
The next strategy we identify is about agents reporting pairs of forecasts that have the same direction with
respect to 0.5, i.e., both qsr and lg are either simultaneously greater than 0.5 or less than 0.5, but the
forecasts are not close to each other, in a sense that |qsr – lg| ≥ 0.17. As Table 3 shows, 229 reports are
under this strategy. Although agents are to a certain degree consistent in their reports, it is not immediately
clear why agents would report predictions in this manner.
To summarize this section, one can certainly conclude that some agents report different beliefs under
different proper scoring rules. In particular, we have some evidence that the logarithmic scoring rule
incentivizes the reporting of more extreme beliefs than the quadratic scoring rule. Furthermore, agents
seem to employ different strategies other than truth telling when reporting their beliefs. Some of these
strategies do not match risk-neutral behavior and, instead, they translate into risk-averse or risk-seeking
behavior. Hence, it can be concluded that although risk neutrality is assumed under proper scoring rules,
this assumption does not always hold true in practice. This fact is true even when the underlying stakes are
low, as in our experiment.

Discussion
The collection of subjective data from human agents is associated with many challenges, e.g., agents can
behave strategically and, deliberately or not, lie when reporting their opinions/beliefs. A well-known
situation where this happens is when agents provide the requested information in a manner that will be
viewed favorably by others, as opposed to provide the information truthfully according to the agent’s true
belief. This specific case is now referred to as the social-desirability bias (Fisher, 1993). Through the lens of
modern (big) data analytics, the above issue falls under the umbrella of data veracity, as it relates to the
reliability and authenticity of data sources.
Incentive-compatible methods, such as proper scoring rules (PSR), promise to incentivize agents to
truthfully report their beliefs in a sense that an agent maximizes his/her expected score from a PSR by
truthfully reporting his/her belief. By pairing up scores from proper scoring rules with financial rewards,
one can think of PSRs as potential truth serums, i.e., they can be used to extract agents’ private, subjective
data. The caveat with PSRs is that they assume that agents actually want to maximize their expected
rewards. In other words, there is the assumption that human agents are risk neutral.
Although several violations of risk neutrality have been reported in the literature (Kahneman and Tversky,
1979; Tversky and Kahneman, 1992; Starmer, 2000; Holt and Laury, 2002), risk-neutral behavior holds
true (in theory) when the underlying stakes are low (Arrow, 1971). In this paper, we proposed a new
experimental design that can determine whether human agents are lying when reporting their beliefs under
proper scoring rules and, consequently, whether they display risk-neutral behavior. The core idea behind
the experimental design is to ask agents to report predictions regarding the same event twice. Each
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prediction is individually scored based on a different proper scoring rule. If agents are risk neutral, then
they should report honestly in both cases, meaning that the reported predictions are the same.
We tested the above experimental design by conducting a study on the crowdsourcing platform Amazon
Mechanical Turk, which is often associated with low payments (Ipeirotis, 2010). We used the quadratic and
logarithmic scoring rules to score agents’ reported forecasts and paired-up the resulting scores with money.
Overall, we find that agents employ several reporting strategies other than truth-telling. For example,
agents often employed a hedging strategy by reporting reciprocal/complementary forecasts. We also find
that agents employ seemingly random strategies when reporting their beliefs.
The data resulting from our experiments show that agents display all kinds of behavior, from being risk
averse to risk seeking. Several papers have proposed different techniques to calibrate beliefs reported under
proper scoring rules so as to take risk attitudes into account (Offerman, Sonnemans, Van De Kuilen, and
Wakker, 2009; Kothiyal, Spinu, and Wakker, 2011; Carvalho, 2015; Carvalho, Dimitrov, and Larson, 2018).
However, to the best of our knowledge, no research has been done on the efficacy of these methods in terms
of providing more accurate forecasts and/or in incentivizing more honest reporting. We note that these
open issues can be studied via experiments following the experimental design proposed in this paper.
It is fair to acknowledge some limitations with our study. First, we asked agents to report only two
predictions concerning the same event. It might be the case that agents’ behavior converges towards risk
neutrality after reporting several predictions under proper scoring rules. However, if this is the case, then
proper scoring rules should not be relied upon to induce honest reporting in single-shot situations. Second,
there are studies in the literature where proper scoring rules are explained to agents by stating that it is in
their best interest to report their true beliefs. This explanation is offered either without further explanations
or with the added claim that agents will thus maximize their expected rewards. Some studies have
concluded that these statements can improve the accuracy of the collected data (Carvalho, Dimitrov, and
Larson, 2017). In our study, we did not attempt to explain proper scoring rules to the agents. If explicitly
stating the properties of proper scoring rules is a requirement for the same to induce honest behavior, then
one might as well claim that the explanation itself is inducing honest reporting, as opposed to the underlying
PSR. Hence, in theory, one could employ any random payment scheme alongside this task framing and still
be able to induce honest reporting. We believe a better understanding of the above issues can be of great
value to practitioners who want to reliably collect subjective data from humans and, consequently, to
improve the effectiveness of crowdsourcing processes. Lastly, our experiments did not attempt to explain
the reason behind different types of reporting behavior. For example, demographic factors and/or different
levels of expertise concerning the underlying domain might influence the reporting strategy employed by
an agent. We leave the attempt to explain different reporting behavior as future work.
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